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Introduction:

Because of the fast growth of the quantity and variety of Internet sites, one of the main problems is how to find quickly and retrieve efficiently the potentially useful information. 

There are numerous search engines that are designed to locate and retrieve Internet documents that would meet user's requests, but many of them operate in a non-user-friendly manner. Searches often result in a huge number of documents, many of which are completely unrelated to what the user originally attempted to find. This is mostly the case with indexing engines, which have great potential for finding almost any desired document, but often utilize poor evaluation functions. It is hard for a user to form a query because the small number of keywords, submitted as input, will result in too many documents retrieved, and too many keywords will produce a small result set. Due to an unsophisticated evaluation function, documents placed on the top of the result list are often less acceptable than the lower ones. If the list is long, one might never reach those better documents, because there is a strong probability that the user gets bored after "clicking" on only a few of the several hundred links, and will give up.

Besides, before the indexing process is completed, it is impossible to locate a specific new product or service, using search engines based on indexing like Altavista, Yahoo, Lycos, or similar. This is especially a problem in conditions when indexing takes a relatively long time to complete. Unfortunately, due to the volume of new information being created daily, the indexing process may take days, weeks, or even longer. This happens to be the case even if the new piece of information gets reported by its creators. 

Therefore, the question is how to locate and retrieve the needed information before it gets indexed. On the other hand, the information which exists but has not been indexed yet, because it is new, is potentially of highest interest for fast profit making; in other words, the highest profit margins are obtained from new products or services which are: (a) based on new and more efficient technologies, and consequently more economical, and (b) few businesses know about them, because they are relatively new. These two issues are essential for business success. Sale brings larger profit if the number of competing institutions/individuals is smaller.

The efficient way to locate the new not-yet-indexed information is by using the so-called links-based approaches, like genetic search or simulated annealing.  In this article, we will focus on genetic search, primarily because it demonstrates better efficiency than other methods. 

Genetic search can help even if the information is indexed properly and immediately. The long result list of URLs turned in by search engines based on indexing should be re-processed using a genetic algorithm. This is similar to what humans are doing: after a URL is obtained from Altavista or similar, manual surf of the neighbourhood is typically done (following the links originating from the obtained URL). Best results can be achieved by combining indexing-based and links-based approaches, which is one more reason that makes genetic search an important research issue.

Genetic Search: 

Genetic search algorithm is an adaptive heuristic search method, designed to simulate processes in biological systems necessary for evolution, specifically those that follow the principles of "survival of the fittest." It is generally used in situations where the search space is relatively large and cannot be examined efficiently by classical search methods. 

The search starts from a model Web presentation that contains all the needed types of information. It is assumed that the model presentation includes URL pointers to other similar Web presentations, and these are downloaded. The downloaded Web presentations are first evaluated from the point of view of how much their contents fit the needs (the so called fitness function is evaluated), and (in general case) only a subset of the downloaded Web presentations is used for the future processing. 

The Web presentations that "survived" the fitness function are assumed to include additional URL pointers, and their related Web presentations are downloaded next. After the end-of-search condition is met, the Web presentations are ranked according to their fitness value, and presented before the customer who initiated the search. The algorithm described so far is referred to as "genetic algorithm of zero order" and implies no mutation.

Typical mutations are based on specialized mutational databases [Chen97]. When conditions for mutation are met, the specific topic-oriented sub-database is entered, using the URL that would otherwise be used for retrieval of a next Web presentation. Instead, using an appropriate algorithm, a new URL is retrieved from the topic-oriented sub-database, and used to retrieve the next Web presentation. This process is referred to as topic-oriented database mutation.

Genetic algorithms with semantic mutations are natural search mode. By incorporating the knowledge about spatial and temporal locality, performance of the genetic algorithms can be further enhanced. Algorithms include semantic mutations, based on the principles of spatial and temporal locality that involve logical reasoning and semantics consideration in picking out URLs for mutation. 

The idea of temporal locality concerns maintaining information about previous search results and performs mutation by picking URLs from that set (database). 

The idea of spatial locality exploitation is to examine URLs in the real-world geographical neighborhood of the best-ranked URLs so far, i.e. at the same server or the local network. The realization of spatial mutation is best done in the mobile domain, which is the subject of a follow-up paper. 

The main purpose of this paper is to present new genetic algorithms of interest (based on our research on spatial and temporal mutation [Mirkovic99]), and to show performance results obtained when these new algorithms are incorporated into novel tools for the Internet. The efficiency of the algorithms and the related tools is easily measurable and verifiable in the real markets, because the time to market, competition, and profits can be measured and verified.

Innovations Required by Domain Area:

In order to develop new genetic algorithms and related tools, one has to create innovations in a number of different domain areas. Each of these areas is briefly discussed in the text to follow. For more details, see [Milutinovic2000].

On the application level, one has to perform statistical analysis and datamining in order to figure out the common and typical patterns of behaviour and need. The state-of-the-art of mutual referencing has to be determined, as well as the trends and asymptotic situations foreseen for the time of project finalization. This issue is crucial, because the proper characterization of the application environment is the condicio sine qua non of the successful project focus.

On the level of the general project approach and product architecture, decisions have to be made about the most important goals to be achieved: (a) Maximizing the speed of search, or (b) Maximizing the sophistication of search, or (c) Maximizing specific effects of interest for a given institution/customer, or (d) Maximizing a combination of the above. Also, decisions on this level affect the applicability (scope of application) of the final product/tool.

On the algorithmic level, the most critical issue is to develop an efficient mutation algorithm of interest for the application. One direction of research and development is in the direction of database architecture and design. Another possible direction is in introducing the elements of semantics-based mutation. Semantics-based mutations are especially of interest for chaotic markets, typical of new markets in developed countries or traditional markets in under-developed countries. One promising type of semantics-based mutation, to be exploited and researched in the future, is the so-called mutation based on spatial, temporal, and other types of localities.

In the case of spatial locality, after a "fruitful" Web presentation is reached (using a traditional genetic algorithm with mutation), the site of the same Internet service provider is searched for other presentations on the same or similar topic. The rationales behind such an approach are as follows. In chaotic markets, it is very unlikely that service/product offerers from the same small geographic area reference each other on their Web presentations. Yet, they learn from each other (not because they want to help each other, but because they are physically close to each other, and they can learn from each other by watching "over the fence"). Consequently, they compete with each other, and if a fruitful Web presentation is found, it is very likely that another one, even more fruitful (better price and better quality), is found in the same local area. As indicated above, competing businesses will not reference each other, but it is very likely that they will keep their Web presentations with the same Internet provider. Spatial mutation algorithms will "catch" such cases and will maximize the profit margins of the search initiator/benefactor. After a successful "side trip" based on spatial mutation, one continues with the traditional database mutation, until the next case that is "fruitful enough," or until the end-of-search condition. 

In the case of temporal locality, one comes back periodically to a Web presentation which was "fruitful" in the past, or one goes back periodically to other Web presentations developed by the author who created some "fruitful" Web presentations in the past. It is clear, temporal mutation can use direct revisits, or a number of indirect forms of revisit.

Once again, the more chaotic the market, the larger the benefits of this type of mutation. Consequently, research and development of new locality based mutation algorithms (and semantics based algorithms in general) will be one of the major focuses of the research and development that is the subject of this paper.

On the implementation level, the major challenge is the utilization of novel technologies, for maximal performance and minimal implementation complexity (which is often times an important prerequisite for good flexibility, extendibility, reliability, availability, etc...). One of the important technological aspects is utilization of mobile platforms and mobile agents. The first issue boils down to appropriate selection of client and server computing platforms. The second issue is related to the utilization of mobile agents technologies to be described in a follow-up paper.

If static agents are used, in some cases one has to download megabytes of information, and to treat that information with a decision-making code of size measured in kilobytes, in order to derive the final business related decision (do it or not), which is binary in size (one bit: yes or no). Thus, a huge amount of data is transferred through the network in vain, because only a small percent of fetched documents will turn out to be useful. 

The logical improvement is construction of mobile agents that would browse through the network and perform the search locally, on the remote servers, transferring only the needed documents and data [Cvetkovic2000]. In conclusion, static approaches load the network with megabytes; mobile approaches load the network only with kilobytes and a single bit. Consequently, an attempt will be made to create a tool that checks if mobile approaches are possible or not. If yes, they will be utilized. If not, the conventional static approaches will be used. 

Simulation Results:

We have realized the links-based approach in the static domain (and in the mobile domain, which is not discussed here), and since we wanted to explore how various mutation strategies can affect the search efficiency, we have developed a set of software packages that would perform Internet search using genetic algorithms. These packages are developed using the LEGO approach. This means that they are able to operate as stand-alone applications, but are also easily interfaced with one another to combine and upgrade different search methods.

In the experiment that we have performed, we have measured average Jaccard's score (as the fitness function) for the output documents, while changing the type and rate of mutation. The input set of documents was fixed and consisted of three files. The desired number of output documents was fixed at 10. The database used for topic mutation was filled at the compile time in order to achieve best simulation results. We measured average Jaccard's score for the following cases (in the static domain):

· Search without mutation (Best First Search)

· Search with topic mutation

· Search with topic and spatial mutation

· Search with topic and temporal mutation

· Search with all three types of mutation

In all cases in which mutation was employed, the rate of mutation (number of URLs inserted per iteration) was changed from 0 to 30, with the step of one. In the case when the Best First Search was performed (genetic algorithm without mutation), the resulting Jaccard’s score was 0.038252.

The simulation results for the experiment when only topic mutation was performed are shown in Figure 1. As it can be seen from the graph, topic mutation significantly increases the quality of the pages found using our search tool. This increase is getting smaller as the mutation rate is increased, but it still monotonically increases with the mutation rate.  The mutation rate of 10 already gives the quality of pages found 300% better than when no mutation is used. However, the mutation rate of 20 gives the quality of pages only 30% better than when mutation of rate 10 is performed.
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Figure 1: The simulation results for topic mutation. 
Future research has to concentrate on more efficient fitness indices.

Our next step was to define if any additional gain in the quality of pages can be achieved by employing spatial and temporal mutation. The simulation results for employing temporal and spatial mutation, in addition to topic mutation, are shown in Figure 2.
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Figure 2: The simulation results for temporal and spatial mutation 
combined with topic mutation.

As it can be seen from the graph that spatial mutation brings in only sporadic increase (quality of spatial mutation is highly application dependent; it can be major or minor, depending on the application). In same cases we get even worse results than with topic mutation. Temporal mutation brings in the constant increase in the quality of pages found. In the next experiment we employed all three types of mutation and the results are shown in Figure 3.


Figure 3: The simulation results for topic, spatial, and temporal mutation combined

The effect of employing all three types of mutation is the constant increase in the quality of pages found. This increase is greater than when any of these mutation types are performed separately, or in combination of two types.

Conclusion:

In conclusion, genetic search is a concept of large potentials in the Internet domain. This paper presents the concept and its improvement adapted to specific applications in e-business. It also describes the essence of a concrete software package, which is publicly available (http://rti7020.etf.bg.ac.yu/rti/ebi). Initial research was induced by Dr. David King of Comshare, Ann Arbor, Michigan, USA.
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SIDEBAR:


One frequently asked question is "why the genetic algorithms work," and here is the answer/explanation. The basic assumption behind genetic algorithms is that, in well-organized markets, producers of a specific product are linked into trusts or consortia, with an obligation to reference each other on their Web presentations. In other words, the mutual links form a special type of a graph. Obviously, the number of nodes in that graph is smaller than the number of nodes on the Internet. Consequently, when a new product appears within a company that belongs to the trust/consortium, the time to update at least one of the links coming to it from other members of the trust/consortium is (on average) much smaller than the time to index that same piece of information with Altavista, Yahoo, Lycos, or some other search engine. Therefore, following the links of related businesses, one can arrive to the new (and potentially beneficial) product and/or service, much before it gets indexed, and available to the global community (which represents active competition).





SIDEBAR (IMMEDIATELY AFTER THE TITLE):


Genetic search is a concept of large potentials in the Internet domain. This paper is not only about the concept and its improvements adapted to specific applications in e-business, but also about a concrete software package.








